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Abstract
We consider the problem of classification in non-adaptive dimensionality reduction. Specifically, we give an average-case bound on the classification error
of Fisher’s Linear Discriminant classifier when the classifier only has access to
randomly projected versions of a given training set. By considering the system
of random projection and classifier together as a whole, we are able to take
advantage of the simple class structure inherent in the problem, and so derive
a non-trivial performance bound without imposing any sparsity or underlying
low-dimensional structure restrictions on the data. Our analysis also reveals
and quantifies the effect of class ‘flipping’ – a potential issue when randomly
projecting a finite sample. Our bound is reasonably tight, and unlike existing
bounds on learning from randomly projected data, it becomes tighter as the
quantity of training data increases. A preliminary version of this work received
an IBM Best Student Paper Award at the 20th International Conference on
Pattern Recognition.

1. Introduction
The application of pattern recognition and machine learning techniques to
very high dimensional data sets presents unique challenges, often described by
the term ‘the curse of dimensionality’. These include issues concerning the
collection and storage of such high dimensional data, as well as time- and spacecomplexity issues arising from working with the data. The analysis of learning
from non-adaptive data projections has therefore received increasing interest in
recent years [1, 2, 3, 4].
Here we consider the supervised learning problem of classifying a query point
xq ∈ Rd as belonging to one of two Gaussian or sub-Gaussian classes using
Fisher’s Linear Discriminant (FLD) and the misclassification error arising if,
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instead of learning the classifier in the data space Rd , we instead learn it in some
low dimensional random projection of the data space R(Rd ) ≡ Rk , where R ∈
Mk×d is an orthonormalised random projection matrix with entries drawn i.i.d
from a zero-mean finite variance Gaussian. Such bounds on the classification
error for FLD in the data space are already known, for example those in [5, 6],
but in neither of these papers is classification error in the projected domain
considered; indeed in [2] it is stated that establishing the probability of error
for a classifier in the projected domain is, in general, a difficult problem.
Unlike the bounds in [7], where the authors’ use of the Johnson-Lindenstrauss
Lemma on the set of training points has the unwanted side-effect that their
bound loosens as the number of training examples increases, our bound tightens with more training data. Moreover, we do not require any sparsity structure
from the data, as the Compressed Sensing based analysis in [1] does. Starting
from first principles, and using standard techniques, we are able to exploit the
class structure implied by the problem and bypass the need to preserve all
pairwise distances from the data space. We derive a non-trivial bound on the
average error of the classifier learned in a random projection of the data space
that decays exponentially as the projection dimension increases. Our results
could be seen, in some respects, as a generalization of work by [3] that considers
m-ary hypothesis testing to identify a signal from a few measurements against
a known collection of prototypes.
1.1. The supervised learning problem
In a supervised learning problem we observe N examples of labelled training
i.i.d
data TN = {(xi , yi )}N
i=1 where (xi , yi ) ∼ D some (usually unknown) distrid
bution with xi ∼ Dx ⊆ R and yi ∼ C, where C is a finite collection of class
labels partitioning D. For a given class of functions H, our goal is to learn from
TN the function ĥ ∈ H with the lowest possible generalization error in terms of
some loss function L. That is, find ĥ such that L(ĥ) = arg min Exq [L(h)], where
h∈H

xq ∼ Dx is a query point. Here we use the (0, 1)-loss L(0,1) as our measure of
performance.
In the setting we consider here, the class of functions H consists of instantiations of FLD learned on randomly-projected data, TN = {(Rxi , yi ) : Rxi ∈
Rk , xi ∼ Dx ; yi ∈ {0, 1}}N
i=1 , and we bound the probability that the projection
of a previously unseen query point Rxq with its true class label yq unknown is
misclassified by the learned classifier.
1.2. Fisher’s Linear Discriminant
FLD is a generative classifier that seeks to model, given training data TN ,
the optimal decision boundary between classes. If Σ = Σ0 = Σ1 and µ0 and µ1

are known, then the optimal classifier is given by Bayes’ rule [5]:
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where 1(P ) is the indicator function that returns one if P is true and zero
otherwise, and fy is the Gaussian density N (µy , Σ) with mean µy and covariance
Σ, namely:
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For the true data distribution, we will allow different class covariance matrices
which we shall denote by Σy , although the FLD model constrains the covariance
estimates to be shared across the classes, i.e. Σ̂y = Σ̂, ∀y. Furthermore we will
not constrain the priors πy to be identical in the true data distribution, although
the model priors π̂y will be taken to be equal. The parameters µy and Σ are
estimated from a given set of training data.
1.3. Random Projection
Random projection (RP) is a simple method of non-adaptive dimensionality reduction. Given d-dimensional data, which is to be compressed to a
k-dimensional representation, the procedure is to generate a k × d matrix, R,
with entries drawn i.i.d from a zero-mean Gaussian or sub-Gaussian distribution
[7, 8, 9]. Note that therefore R almost surely (or for the sub-Gaussians given in
[8], with high probability) has rank k.
Theoretical treatments of RP frequently assume that the rows of R have been
orthonormalised, but in practice if the original data dimensionality d is very
high this may not be necessary [10, 11, 12] as the rows of R, treated as random
vectors, will almost surely have nearly identical norms and be approximately
orthogonal to each other. These facts are folklore in the data mining community, but we have not seen a formal proof of this very general phenomenon. For
completeness we will address this point now, in the following lemma:
i.i.d

Lemma 1.1. Let s and t be vectors in Rd with their components si , ti ∼ D,
a non-degenerate zero-mean distribution i.e. with finite non-zero variance 0 <
σ 2 < ∞. Let k · k denote the Euclidean norm of its argument and hs, ti denote
the inner product of s and t. Then:
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that is, as d → ∞, s becomes orthogonal to t almost surely and the norms
ksk, ktk become the same almost√surely.
Proof: First, we show that ksk/ d converges almost surely to σ. We start by
noting E[s2i ] = Var[si ] = σ 2 . Then, since all values are positive and the s2i are
i.i.d, we have:
s
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and this probability is equal to 1 by applying the strong law of large numbers for
i.i.d random variables (e.g. [13] √
Thm. 5.4.4 Pg 62) to the LHS of (1.3). A
similar argument shows that ktk/ d also converges almost surely to σ.
Next, since si and ti are independent and zero-mean we have E[si ti ] = 0 for all
i, so applying the strong law of large numbers once more we see that:
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We may rewrite (1.4) as:
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a.s.

−→ σ 2 ∈ (0, ∞) and hence conclude
we will prove (1.1) by showing that kskktk
d
hs,ti a.s.
that kskktk
−→ 0.
Utilising the independence of s and t we see, via the strong law and by applying
the product rule for limits of continuous functions to (1.3), that:
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Indeed, negating and combining (1.4) and (1.6), via the union bound we observe:

 

hs, ti
kskktk
Prs,t
lim
6= 0 ∨ lim
6= σ 2
d→∞
d→∞
d
d




hs, ti
kskktk
6 Prs,t lim
6= 0 + Prs,t lim
6= σ 2 = 0 + 0 = 0
(1.7)
d→∞
d→∞
d
d
and so:


 

hs, ti
kskktk
= 0 ∧ lim
= σ2
d→∞
d→∞
d
d





hs, ti
kskktk
> 1 − Prs,t lim
6= 0 + Prs,t lim
6= σ 2
=1
d→∞
d→∞
d
d
Prs,t

lim

(1.8)

Finally, since 0 < σ 2 < ∞ we conclude that:
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as required.
To prove the almost sure convergence
of
√ norms (1.2) we again use equation
√
(1.3) and the fact that ksk/ d and ktk/ d converge almost surely to σ. Then
applying the quotient rule for limits, we have (since σ 6= 0):
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as required. 

Table 1: Notation used in this paper

Random vector
Observation/class label pair
Query point (unlabelled observation)
Random projection matrix
‘Data space’ - real vector space of d dimensions
‘Projected space’ - real vector space of k 6 d dimensions
True class label of the query point xq
Mean of class y ∈ C
Sample mean of class y ∈ C
Covariance matrix of the sub-Gaussian distribution Dx|y
Assumed model covariance matrix of Dx|y

x
(xi , yi )
xq
R
Rd
Rk
yq
µy
µ̂y
Σy
Σ̂

2. Results
The following theorem bounds the estimated probability of misclassification
error of FLD in a random projection of the data space, on average over the
random choices of the projection matrix.
P
Throughout we assume that x ∼ Dx where Dx = y πy · Dx|y , πy = Pr(y = yq )
where yq denotes the unknown (true) class to which xq belongs and Dx|y is
any sub-Gaussian distribution i.e. any distribution whose moment generating
function is dominated by that of a Gaussian. This class of distributions is quite
rich and includes, for example, Gaussian distributions and any distribution with
bounded support [14].
We bound the expected error of the classifier learned in the randomly projected
space in terms of quantities in the original data space making use of the fact
that, by linearity of the expectation operator and of R, the sample mean and
the true mean of a projected data class coincide with the projection of the
corresponding means of the original data.

In the statement of theorem 2.1, the condition αyR > 0 simply says that in
the projected space the estimated and true means for class y both lie on the
same side of the decision hyperplane as one another.1 Note that there is no
assumption made regarding sparsity of the data.
Theorem 2.1. Let xq ∼ Dx and let R ∈ Mk×d , k 6 d, be a random projection
matrix with entries drawn i.i.d from the univariate Gaussian N (0, 1/d).
Let H be the class of FLD functions and let ĥR be the instance learned from
the randomly projected training data TN = {(Rxi , yi ) ∈ Rk × C}N
i=1 , where
C = {0, 1}.
Assume that αyR = (µ̂¬y + µ̂y − 2µy )T RT (RΣ̂RT )−1 R(µ̂¬y − µ̂y ) > 0.
Then the estimated misclassification error PrR,xq [ĥR (Rxq ) 6= yq |αyR > 0, ∀y ∈ C]
is bounded above by:
PrR,xq [ĥR (Rxq ) 6= y|αyR > 0, ∀y ∈ C] 6
1
X

1
λmin (Σ̂−1 )
k
· kµ̂y − µ̂¬y k2 ·
πy exp − log 1 +
2
4d
λmax (Σy Σ̂−1 )
y=0

!!
(2.1)

Here, µy is the (true) mean of the class from which xq was drawn with (true) covariance matrix Σy , µ¬y is the mean of the class from which xq was not drawn,
and µ̂y , µ̂¬y are the corresponding estimated class means with model covariance
Σ̂.

2.0.1. Remark
Note that in theorem 2.1, and from now on in this paper, we consider finite random projection matrices with entries drawn i.i.d from the Gaussian
N (0, 1/d), i.e. with a fixed value of d. This choice for the variance is simply in
order to ensure that the rows of the matrix have expected norm 1 which simplifies our exposition slightly. In practice, any zero-mean Gaussian with fixed
finite variance may be used to generate the entries of R without affecting any
of the conclusions drawn here and, in particular, without affecting the form of
the bound given in theorem 2.1.
2.1. Structure of paper
The remainder of this paper is structured as below. First we prove our main
theorem 2.1 as follows:
We commence by bounding the error probability of FLD in the data space.
The error of FLD in the data space has, of course, been studied previously and
the exact probability of misclassification error can be found in [5, 6] for example. However, the exact expression of error relies on Gaussianity of the classes
1 In section 2.5 of this paper we will relax this condition for a specific case of interest,
namely when Σ̂ is chosen to be spherical.

and, furthermore, it would make our subsequent derivation of a bound for the
average-case analysis in the projected space (w.r.t. all random choices of R) analytically intractable. We therefore derive an upper bound on the error in the
data space which addresses both of these issues and has the same qualitative
properties as the exact error. Our data space bound has the further advantage
that it is more general than those in [5, 6], in the sense that it is also good
for both Gaussian and sub-Gaussian distributions (i.e. distributions where the
tails decay more quickly than in the Gaussian case). Finally we use our data
space bound on the error probability to derive a bound in any fixed randomly
projected space, followed by computing the expected error over every projected
space w.r.t the random choices of R. The proof of our main result, the above
theorem 2.1, then follows.
A setting of interest is when Σ̂ is spherical, since previous studies have shown
that the covariance in the projected space becomes more spherical than the
original data space covariance [15, 12, 16]. Relating the bound given in theorem
2.1 with our bound in theorem 4.8 of [16] we see that the bound presented here
is of simpler form, yet when Σ̂ is chosen to be spherical it is tighter than our
other bound. We therefore use theorem 2.1 to analyse in more depth the case
of spherical model covariance in this paper.
We next consider the likelihood that the condition on our theorem 2.1 is violated. This is a particular finite sample effect due to the random projection of
the given finite sample, namely the possibility of the true mean being ‘flipped’
by random projection across the decision boundary in the projected space with
a corresponding increase in classifier error. In the spherical model covariance
setting the probability of such a ‘flip’, namely Pr[αyR 6 0|αy > 0] (where αy > 0
is the condition corresponding to αyR > 0 in the data space) can be evaluated
exactly, and the probability of this event happening turns out to be both independent of the original data dimensionality and exponentially decreasing w.r.t
k. In section 2.5 we incorporate the ‘flip’ probability into our estimated error
bound, yielding the unconditional probability of error for FLD in the randomly
projected domain.
Finally, we summarise our findings, and discuss possible future directions and
some open problems.
We now commence the sequence of arguments leading to the proof of our main
result:
2.2. Bound on two-class FLD in the data space
Lemma 2.2. (Bound on two-class FLD in the data space) Let xq ∼ Dx . Let H
be the class of FLD functions and let ĥ be the instance learned from the training
data TN . Assume there is sufficient training data so that αy = (µ̂¬y + µ̂y −
2µy )T Σ̂−1 (µ̂¬y − µ̂y ) is positive.2 Then the probability that xq is misclassified
2 This simply means that the estimated and true means for class y both lie on the same
side of the decision hyperplane as one another.

is given by Prxq [ĥ(xq ) 6= yq |αy > 0, ∀y ∈ C] 6
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with πy = Pr(y = yq ), µy the mean of the class from which xq was drawn,
estimated class means µ̂y and µ̂¬y , and model covariance Σ̂.
The proof of the data space bound uses standard Chernoff-bounding techniques and is given in the appendix 3.1. In the case of Gaussian classes we can
do better and directly bound the exact error of FLD derived in [5, 6] which is:
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where Φ(·) is the Gaussian CDF. Then using equation (13.48) of [17] which
bounds this quantity we get:
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The upper bound on the RHS follows from observing that 1 − e−x2 /2 > 1 −
2
e−x /2 , and so we obtain a bound exactly half of that in lemma 2.2.
Returning to the sub-Gaussian case, for interpretability we now identify the
contributions to the misclassification error from the estimated error and from
the effect of finite samples separately. It is therefore useful to reformulate our
bound by decomposing it into two terms, one of which will go to zero as the
number of training examples increases.
Lemma 2.3. (Decomposition of the two-class bound) Let xq ∼ Dx . Let H be
the class of FLD functions and let ĥ be the instance learned from the training
data TN . Write for the estimated error:
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and define:
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taken from the right hand side of lemma 2.2. Then, the whole of the right hand
side of lemma 2.2, i.e. π0 B0 + π1 B1 is bounded above by:

 X
X
∂By
·
πy
|µ̂yi − µyi | (2.4)
6 B̂(µ̂0 , µ̂1 , Σ̂, Σ0 , Σ1 ) + max sup
y,i
∂µyi
i
y∈{0,1}

with µy the mean of the class from which xq was drawn, estimated class means
µ̂y with µ̂yi the i-th component, and model covariance Σ̂.
Proof. We will use the mean value theorem (see appendix, lemma 3.5) so we
start by differentiating By with respect to µy to find ∇µy By = By · 21 κy Σ̂−1 (µ̂¬y −
µ̂y ), where κy = αy /(µ̂¬y − µ̂y )T Σ̂−1 Σy Σ̂−1 (µ̂¬y − µ̂y ), is the optimal parameter
minimizing lemma 2.2 [16]. Since the exponential term is bounded between zero
and one, the supremum of the i-th component of this gradient exists provided
that kµ̂¬y + µ̂y − 2µy k < ∞ and kµ̂¬y − µ̂y k < ∞. So we have that
)
(
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By 6 Bˆy (µ̂0 , µ̂1 , Σ̂, Σ0 , Σ1 ) + max sup
i µ̃y ∈γ
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i
where γ is the line between µ̂y and µy and µ̃y = ty µ̂y + (1 − ty )µy , ty ∈ [0, 1].
Plugging this back in to the right hand side of lemma 2.2, i.e. π0 B0 + π1 B1 ,
and then taking the maximum over both classes yields the desired result.
We call the two terms obtained in (2.4) the ‘estimated error’ and ‘estimation
error’ respectively. Note that the estimation error decays exponentially with the
size of the training set (which can be seen using standard Chernoff bounding
techniques) and so, as the number of observations becomes large, the estimated
error of the classifier approximates the Bayes’ error.
We now have the framework in place to bound the estimated misclassification
probability if we choose to work with a k-dimensional random projection of the
original data. We first obtain a bound that holds for any fixed random projection
matrix R, and finally on average over all R.
2.3. Bound on two-class FLD in the projected space
Proof. (of Theorem 2.1) Denote the sample mean and the true mean of a projected data class by µ̂R and µR respectively. From the linearity of the expectation operator and of R, these coincide
the projection of the corresponding
Pwith
N
means of the original data: µ̂R = N1 i=1 R(xi ), and µR = Rµ. Using these, if
Σy is the covariance matrix of the y-th class in the data space, then its projected
counterpart (Σy )R is RΣy RT , and likewise Σ̂R = RΣ̂RT .
By lemma 2.2, the estimated error in the projected space defined by any
given R is now upper bounded by:
n
o
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We would like to analyse the expectation of (2.5) w.r.t the random choices of
R in terms of the quantities of the original space. To this end, we first proceed

by rewriting and further bounding (2.5) using majorization of the numerator
by the Rayleigh quotient (lemma 3.1 in the appendix), where we take v =
 −1/2
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Then, we have (2.5) is less than or equal to:
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Simplifying and using the fact that, whenever both multiplications are defined, the non-zero eigenvalues of the matrix AB are the same as the nonzero eigenvalues of the matrix BA ([19], Theorem A.6.2, pg. 468), for each
−1/2
−1/2
term in the summation we may write λmax (Qy ) = λmax (Σ̂R (Σy )R Σ̂R ) =
−1
λmax (Σ̂R (Σy )R ) and we may now bound equation (2.5) from above with:
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where in the last line we used minorization by Rayleigh quotient of the numerator and applied Poincaré separation theorem to Σ̂−1
R (see Appendix lemma
3.3).
It now remains to deal with the term λmax ((Σy )R Σ̂−1
R ). We see this encodes
a measure of how well the form of the model covariance matches the true covariance(s), and the bound is tightest when the match is closest. Note that this
term is not simply a function of the training set size, but also of the (diagonal,
or spherical) constraints that it is often convenient to impose on the model covariance.
Continuing the proof, we now use lemma (2.4) (which we give shortly) to upper
bound equation (2.8) by:
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The change of term in the denominator uses the fact that λmax ((Σy )R Σ̂−1
R )6
−1
λmax (Σy Σ̂ ), which we now prove in the following lemma:

Lemma 2.4 (Eigenvalues of projected matrix products). Let Σ̂ and Σ be symmetric positive definite, and let R be a k × d matrix with rank k. Then:
λmax ([RΣ̂RT ]−1/2 RΣRT [RΣ̂RT ]−1/2 ) 6 λmax (Σ̂−1 Σ) = λmax (Σ̂−1/2 ΣΣ̂−1/2 )
First, by lemma 3.1:
λmax ([RΣ̂RT ]−1/2 RΣRT [RΣ̂RT ]−1/2 )
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Writing v = [RΣ̂RT ]−1/2 u so that u = [RΣ̂RT ]1/2 v then we may rewrite the
expression (2.12), as the following:
 T

v RΣRT v
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(2.13)
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vT RΣ̂RT v
Writing w = RT v, and noting that the span of all possible vectors w is a kdimensional subspace of Rd , we can bound the expression 2.13 by allowing the
maximal vector w ∈ Rd not to lie in this subspace:

 T
w Σw
6 max
(2.14)
w∈Rd
wT Σ̂w
Now put y = Σ̂1/2 w, with y ∈ Rd . This y exists uniquely since Σ̂1/2 is invertible, and we may rewrite (2.14) as the following:
)
(
yT Σ̂−1/2 ΣΣ̂−1/2 y
(2.15)
= max
yT y
y∈Rd
= λmax (Σ̂−1/2 ΣΣ̂−1/2 ) = λmax (Σ̂−1 Σ)

(2.16)

This completes the proof of the lemma.
The bound in (2.10) holds deterministically, for any fixed projection matrix
R. We can also see from (2.10) that, by the Johnson-Lindenstrauss lemma, with
high probability (over the choice of R) the misclassification error will also be
exponentially decaying, except with kd (1 − )k(µ̂1 − µ̂0 )k2 in place of kR(µ̂1 −
µ̂0 )k2 . However, this may imply considerable variability with the random choice
of R, and we are more interested in the misclassification probability on average
over all random choices of R.
Since the entries of R where drawn i.i.d from N (0, 1/d) the term kR(µ̂1 −
µ̂0 )k2 is χ2k distributed, and we can compute this expectation via the moment
generating function of independent χ2 variables as follows:
h

i
P1
λmin (Σ̂−1 )
1
2
y=0 πy ER exp − 8 · kR(µ̂¬y − µ̂y )k · λmax (Σy Σ̂−1 )


−k/2
P1
λmin (Σ̂−1 )
1
2
=
y=0 πy 1 + 4d · k(µ̂¬y − µ̂y )k · λmax (Σy Σ̂−1 )



P1
λmin (Σ̂−1 )
k
1
2
−
log
1
+
·
k(µ̂
−
µ̂
)k
·
=
π
exp
¬y
y
y=0 y
2
4d
λ
(Σ Σ̂−1 )
max

y

which, noting that under the (0, 1)-loss the probability of an error coincides with
the expected error, finally yields the Theorem 2.1.
2.3.1. Remark
In making the step from (2.7) to (2.8) we used Poincaré inequality, and this
is in fact the only point in our proof where we use the condition that the rows
of R are orthogonal. In fact, here we could equally well have employed the
theorem of De Bruijn given in the appendix (3.4) and instead shown that:
!
1
R T −1 R
R
X
1 (µ̂R
¬y − µ̂y ) Σ̂R (µ̂¬y − µ̂y )
(2.17)
πy exp − ·
8
λmax ((Σy )R Σ̂−1
R )
y=0
!
1
−1
X
)λmin ([RRT ]−1 )
1
R
R 2 λmin (Σ̂
(2.18)
6
πy exp − · kµ̂¬y − µ̂y k ·
8
λmax ((Σy )R Σ̂−1
R )
y=0
Now, we see when the rows of R have been orthonormalised then RRT = I
is the identity, and we recover (2.8). In turn, when the rows of R are not
orthonormalised, then lemma 1.1 suggests that for large d equation (2.8) still
holds approximately. This intuition can be made more concrete using existing
results on the deviation of the eigenvalues of RRT from their expectation. For
example, equation (2.3) of [20] gives the following high probability bound on
the least and greatest singular values smin and smax of the random projection
matrix P with entries drawn from the standard Gaussian N (0, 1). For all  > 0:
√

√
√
√
2
Pr
d − k −  6 smin (P ) 6 smax (P ) 6 d + k +  > 1 − 2e− /2 (2.19)
R



−1
−1 
Using the facts that RRT
is invertible with smallest eigenvalue λmin RRT
=

T
1/λmax RR and that our random projection matrix R has entries drawn from
N (0, 1/d) we see that:


p
2
Pr λmax (RRT ) 6 (1 + k/d + )2 > 1 − e− d/2
(2.20)
R

2

In particular, with probability at least 1 − e− d/2 we have that the estimated
error of randomly projected FLD is no more than:
!
1
X
1
λmin (Σ̂−1 )
R
R 2
p
πy exp − · kµ̂¬y − µ̂y k ·
. (2.21)
8
λmax ((Σy )R Σ̂−1
k/d + )2
R )(1 +
y=0

2.4. Relation to theorem 4.8 in [16]
We find it interesting to briefly compare the upper bound we give here on
the average estimated error of randomly projected FLD with the bound we
give in theorem 4.8 of our KDD 2010 paper [16]. Our KDD bound has the same

preconditions as our theorem (2.1) presented here, but has (with the appropriate
notational changes) the following different form:
!!
1
−1
X
1
g(Σ
Σ̂
)
k
y
· kµ¬y − µy k2 ·
(2.22)
πy exp − log 1 +
2
4d
λmax (Σy )
y=0
where g(Q) = 4 ·

λmax (Q)
λmin (Q)


· 1+

λmax (Q)
λmin (Q)

−2

.

We see by comparing equations (2.22) and (2.1) that the two bounds differ in
def

that (2.22) has the function f1 (Σ̂, Σ) = g(ΣΣ̂−1 )/λmax (Σ) in the bound whereas
def

here in (2.1) we have f2 (Σ̂, Σ) = λmin (Σ̂−1 )/λmax (ΣΣ̂−1 ). Note that therefore
both bounds are invariant to scalings of Σ̂, but monotonic in the eigenvalues of
Σ. This is a desirable property in this setting, because it mirrors the behaviour
of the FLD classifier. Denote by f1∗ , f2∗ the maximum values taken by these
functions (that is, when the bounds are tightest). Then f1 and f2 take their
maximum value when Σ̂ = Σ and then we have:
f1∗ = f1 (Σ̂ = Σ, Σ) =

1
= f2 (Σ̂ = Σ, Σ) = f2∗
λmax (Σ)

(2.23)

so both bounds coincide when Σ̂ = Σ.
For Σ̂ 6= Σ in turn f1 becomes smaller (the bound becomes larger) and this
property makes it most useful for studying the effects of covariance misspecification in the projected space, as we demonstrated in [16].
On the other hand, the bound given here in theorem 2.1 is quantitatively
sharper in particular covariance settings, most notably it also takes its best
value when Σ̂ is chosen to be spherical. Indeed in this case the λmax term in
the denominator of (2.1) factorises and we have
f2 (Σ̂ = I, Σ) =

1
= f1∗
λmax (Σ)

(2.24)

since the λmin (Σ̂−1 ) in the numerator cancels with the λmax (Σ̂−1 ) in the denominator. Hence, the bound presented here is better suited to studying the
spherical model setting in more detail.
Furthermore, this setting is one of particular interest since our analysis in [16]
showed that the error arising from covariance misspecification in the projected
space is never greater than the corresponding error in the data space, and therefore a simplified covariance model in the projected space has a relatively benign
effect on classification performance compared to a similar covariance misspecification in the data space.
For these two reasons the remainder of this paper will consider randomly projected FLD in the spherical model setting in more depth. In the following
section we will show that in this setting we can bound the average estimated
error tightly even if we relax the condition required on theorem 2.1. Figure
1 gives a comparison of the bounds of theorem 2.1 and theorem 4.8 in [16]
against empirical estimates of the misclassification error of randomly projected

FLD. The misclassification error is estimated from 2000 random query points
drawn from one of two identical Gaussian classes and averaged over 2500 random projections. The data dimensionality is d = 100 in each case, the projected
dimensionality k ∈ {1, 10, 20, . . . , 100} and the training set size in each case is
40 observations (i.e. fewer observations than the data dimensionality d). The
def
constant c = √kµ0 −µ1 k is the class separation metric used by Dasgupta in
d·λmax (Σ)

[15, 12].

Figure 1: Comparison of our bound from theorem 2.1 given here to our bound given in
theorem 4.8 of [16] against empirical estimates of misclassification error for two identical
c = 0.4-separated Gaussian classes with λmax (Σ) ' 4. We ran 2500 trials, fixing the data
dimensionality at d = 100 while k varies. Error bars mark one standard deviation. In each
trial the training set size was only 40 and we estimated the empirical error from 2000 randomly
drawn query points each time.

2.5. The mean flipping problem
In theorem 2.1 we give the probability of misclassification error in the projected space, conditional on αyR > 0. We mentioned that this was equivalent
to requiring that none of the class means were ‘flipped’ by random projection,
which requires some explanation.
Recall that in our data space bound we make the (reasonable) assumption that
if we have sufficient data then in the pairs of true and estimated means for
each class, both means lie on the same side of the decision boundary. However,
in the projected space it is not at all obvious that this remains a reasonable
assumption; in fact it seems quite possible that the true mean vector could be
‘flipped’ across the decision boundary by random projection. It is interesting to
consider if this is in fact the case and, if so, can we quantify the likelihood of

this event? We are in fact able to find the exact probability of this event in the
case that Σ̂ is spherical, however in simulations (which we do not show due to
space constraints) it appears that for non-spherical Σ̂ the flipping probability is
typically greater than in the spherical case and also far less well-behaved.
We therefore once again restrict our attention in the following discussion to
the case of spherical Σ̂ where we can show that for any fixed pair of vectors
n = (µ̂¬y + µ̂y − 2µy ) and m = (µ̂¬y − µ̂y ) ∈ Rd with angular separation
θ ∈ [0, π/2] in the data space, the probability of flipping: (i) reduces exponentially with increasing k and is typically very small even when k is very small (for
example, when k = 5 the two vectors must be separated by about 30◦ for the
flip probability to be much above machine precision), and (ii) is independent of
the original data dimensionality d.
We will recall these properties shortly, when we combine our estimated error
bound with the flip probability in section 2.6. For now, we state the theorem:
Theorem 2.5 (Flip Probability). Let n, m ∈ Rd with angular separation θ ∈
[0, π/2].
iid

Let R ∈ Mk×d be a random projection matrix with entries rij ∼ N (0, 1/d) and
let Rn, Rm ∈ Rk be the projections of n, m into Rk with angular separation
θR .
Then the ‘flip probability’ PrR [θR > π/2|θ] = PrR [(Rn)T Rm < 0|nT m > 0] =
PrR [αyR < 0|αy > 0] is given by:
Rθ
PrR [θR > π/2|θ] = R 0π
0

sink−1 (φ) dφ
sink−1 (φ) dφ

(2.25)

The proof of theorem (2.5) is technical and is given elsewhere [21]. Note
particularly the surprising fact that the flip probability in theorem 2.5 depends
only on the angular separation of the true and sample means in a particular
class and on the projection dimensionality k. In fact equation (2.25) decays exponentially with increasing k. To see this, we note that this probability can be
interpreted geometrically as the proportion of the surface of the k-dimensional
unit sphere covered by a spherical cap subtending
 an angle of 2θ [21], and this
quantity is bounded above by exp − 21 k cos2 (θ) ([22], Lemma 2.2, Pg 11).
This result seems quite counterintuitive, especially the fact that the flip probability is independent of the original data dimensionality. To confirm our
theoretical findings we ran Monte Carlo trials to estimate the flip probability as follows: We let d ∈ {50, 100, . . . , 500}, k ∈ {1, 5, 10, 15, 20, 25} and
θ ∈ {0, π/128, . . . , t · π/128, . . . , π/2}. For each (d, θ) tuple we generated 2 randomly oriented d-dimensional θ-separated unit length vectors m, n. For each
(k, d, θ) tuple, we generated 5000 k×d random projection matrices R with which
we randomly projected m and n. Finally we counted the number of times, N ,
that the dot product (R(m))T R(n) < 0 and estimated the flip probability by
N/5000.
We give plots of the results: Figure 2 shows the close match between our theoretical values and empirical estimates of the flip probabilities, while figure 3

gives empirical validation of the fact that the flip probability is independent of
d.

Figure 2: Experiment illustrating match between probability calculated in theorem 2.5 and
empirical trials. We fixed d = 500 and allowed k to vary. For each trial we generated
two random unit-length vectors in R500 with angular separation θ and for each (θ, k) pair
we randomly projected them with 5000 different random projection matrices to estimate
the empirical flip probability. Circles show the empirical flip probabilities, lines show the
theoretical flip probability.

2.6. Corollary to theorems (2.1) and (2.5)
Taking into account the flip probability, we may now give the following
bound on the unconditional probability of the estimated error.
Corollary 2.6. Let xq ∼ Dx , and let yq be its class label. Assume there is
sufficient training data so that in the data space αy > 0. Let Σ̂ be spherical.
Then with the notation of theorems 2.1 and 2.5 we have:
Prxq ,R [ĥ(Rxq ) 6= yq ] 6
1
X




1
1
k
πy PrR [αyR > 0] · exp − log 1 +
· kµ̂y − µ̂¬y k2 ·
2
4d
λmax (Σy )
y=0

+

1
X

πy (1 − PrR [αyR > 0])

y=0

where πy = Pr[y = yq ]

(2.26)

Figure 3: Experiment illustrating d-invariance of the flip probability of theorem 2.5. We fixed
k = 5 and allowed d to vary, estimating the empirical flip probability with 5000 different
random projections from Rd into R5 for each (θ, d) pair. The results for each of six choices of
d are plotted on separate graphs, highlighting the similarity of the outcomes.

Proof. Consider xq drawn from class yq ∈ {0, 1}. We have, by the law of total
probability:

P1
R
R
Prxq ,R [ĥ(Rxq ) 6= yq ] =
y=0 πy PrR [αy > 0] · Prxq ,R [ĥ(Rxq ) 6= yq |yq = y, αy > 0]

+(1 − PrR [αyR > 0]) · Prxq ,R [ĥ(Rxq ) 6= yq |yq = y, αyR 6 0]
(2.27)
Then expanding the bracket and taking the worst case when flipping occurs, we
get the stated bound.
Note that the first sum is always no greater than the bound given in Theorem
2.1 since PrR [αyR > 0] is always smaller than 1. Furthermore, the second sum
P1
R
y=0 πy (1 − PrR [αy > 0]) is a convex combination of flip probabilities, and this
term is typically small because it is independent of d and decays exponentially
with increasing k.
We conclude that, provided we have a sufficient number of observations to ensure
that αy > 0 in the data space, the problem of flipping typically makes a very
small contribution to the error (on average, over the random picks of R) of the
projected FLD classifier unless k is chosen to be extremely small (for example,
k = 1).

3. Discussion and future work
This paper presents initial findings of our ongoing work concerning the effects of dimensionality reduction on classifier performance.
Our work was motivated by the observation that, in a classification setting, often some distances are more important than others and so it should be possible
to preserve classification performance provided one could preserve only those
important distances. We conjectured that one should therefore be able to give
guarantees on classifier performance in the randomly projected domain where,
all other things being equal, the performance guarantee depends only in some
simple way on the projection dimensionality and the number of those important
distances. In the case of randomly projected FLD this is indeed the case, and
the number of important distances is the same as the number of classes because
of the particularly simple structure of this classifier. Most other classification
regimes have a significantly more complex structure than FLD; however since
other generative classifiers still use the notion of the distance between a query
point and some modelled distribution in order to assign a label to the query
point, we believe that it should be possible to extend this approach to these
more complex scenarios.
In the case of FLD we have left open the problems of data distributions where
the data are not Gaussian or sub-Gaussian, or where they are not approximately
linearly separable. These are the subject of our current research and we hope
to present findings regarding these settings in the near future.
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Appendix
3.1. Proof of dataspace bound
Proof. (of lemma 2.2) We prove one term of the bound using standard
techniques, the other term being proved similarly.
Without loss of generality let xq have label y = 0. If xq was drawn from
a multivariate Gaussian and π̂0 = π̂1 = 21 then the probability that xq is
misclassified is given by:
Prxq [ĥ(xq ) 6= y|y = 0] = Prxq [ĥ(xq ) 6= 0]




µ̂0 + µ̂1
=Prxq (µ̂1 − µ̂0 )T Σ̂−1 xq −
>0
2





µ̂0 + µ̂1
=Prxq exp (µ̂1 − µ̂0 )T κ0 Σ̂−1 xq −
> 1 for all κ0 > 0
2




µ̂0 + µ̂1
6Exq exp (µ̂1 − µ̂0 )T κ0 Σ̂−1 xq −
by Markov inequality
2


h

i
1
= exp − (µ̂1 − µ̂0 )T κ0 Σ̂−1 (µ̂0 + µ̂1 ) Exq exp (µ̂1 − µ̂0 )T κ0 Σ̂−1 xq
2
This expectation is the moment generating function of a multivariate Gaussian and so:
h

i
Exq exp (µ̂1 − µ̂0 )T κ0 Σ̂−1 xq


1
T
−1
T 2 −1
−1
(3.1)
= exp µ0 κ0 Σ̂ (µ̂1 − µ̂0 )+ (µ̂1 − µ̂0 ) κ0 Σ̂ Σ0 Σ̂ (µ̂1 − µ̂0 )
2
where µ0 is the true mean, and Σ0 is the true covariance matrix, of Dx|0 .
Hence the probability of misclassification is bounded above by the following:

1
exp − (µ̂1 − µ̂0 )T κ0 Σ̂−1 (µ̂0 + µ̂1 ) + µT0 κ0 Σ̂−1 (µ̂1 − µ̂0 ) . . .
2

1
. . . + (µ̂1 − µ̂0 )T κ20 Σ̂−1 Σ0 Σ̂−1 (µ̂1 − µ̂0 )
2

Optimising κ0 > 0 gives:
κ0 =

(µ̂1 + µ̂0 − 2µ0 )T Σ̂−1 (µ̂1 − µ̂0 )
2(µ̂1 − µ̂0 )T Σ̂−1 Σ0 Σ̂−1 (µ̂1 − µ̂0 )

(3.2)

which is strictly positive as required, since the denominator is always positive (Σ0 is positive definite, then so is Σ̂−1 Σ0 Σ̂−1 ), and the numerator is
taken to be positive as a precondition in the theorem.
Substituting this κ0 back into the bound then yields, after some algebra:

h
i2 
T −1
(µ̂
+
µ̂
−
2µ
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Σ̂
(µ̂
−
µ̂
)
1
0
0
1
0

 1
Prxq [ĥ(xq ) 6= 0] 6 exp −

8 (µ̂1 − µ̂0 )T Σ̂−1 Σ0 Σ̂−1 (µ̂1 − µ̂0 )
The second term, for when xq belongs to the class with label 1, is derived
similarly and gives:

h
i2 
T −1
(µ̂
+
µ̂
−
2µ
)
Σ̂
(µ̂
−
µ̂
)
0
1
1
0
1
 1

Prxq [ĥ(xq ) 6= 1] 6 exp −

T
−1
−1
8 (µ̂0 − µ̂1 ) Σ̂ Σ1 Σ̂ (µ̂0 − µ̂1 )
Finally, putting these two terms together and applying the law of total
probability gives the lemma.
3.1.1. Remarks
1. Note that in equation (3.1) it is in fact sufficient to have inequality.
Therefore our bound also holds when the true distributions Dx|y of the
data classes are such that they have a moment generating function
dominated by that of the Gaussian i.e. sub-Gaussian distributions
(distributions whose tail decays faster than that of the Gaussian).
2. To see that the requirement αy > 0 in lemma 2.2 is a mild one note
that, because the denominator in equation (3.2) is always positive, the
condition κy > 0 holds when:
(µ̂¬y + µ̂y − 2µy )T Σ̂−1 (µ̂¬y − µ̂y ) = αy > 0
One can see that αy > 0, ∀y is therefore equivalent to requiring that
for each class the true and estimated means are both on the same side
of the decision hyperplane.
Lemma 3.1 (Rayleigh quotient ([18], Theorem 4.2.2 Pg 176)). If Q is a
real symmetric matrix then its eigenvalues λ satisfy:
λmin (Q) 6

vT Qv
6 λmax (Q)
vT v

(3.3)

Lemma 3.2 (Poincaré Separation Theorem ([18], Corollary 4.3.16 Pg
190)). Let S be a symmetric matrix S ∈ Md , let k be an integer, 1 6 k 6 d,
and let r1 , . . . , rk ∈ Rd be k orthonormal vectors. Let T = rTi Srj =
RSRT ∈ Mk (that is, in our setting the rTi are the rows, and the rj
the columns, of the random projection matrix R ∈ Mk×d ). Arrange the
eigenvalues λi of S and T in increasing magnitude, then:
i ∈ {1, . . . , k}

(3.4)

λmin (S) 6 λmin (T) and λmax (T) 6 λmax (S)

(3.5)

λi (S) 6 λi (T) 6 λi+n−k (S),
and in particular:

Lemma 3.3 (Corollary to lemmata 3.1 and 3.2.). Let Q be symmetric
positive definite, such that λmin (Q) > 0 and so Q is invertible. Let u =
Rv, v ∈ Rd , u 6= 0 ∈ Rk . Then:

−1
uT RQRT
u > λmin (Q−1 )uT u > 0
Proof: We use the eigenvalue identity λmin (Q−1 ) = 1/λmax (Q). Combining
this identity with lemma 3.1 and lemma 3.2 we have:
λmin ([RQRT ]−1 ) = 1/λmax (RQRT ) since RQRT is symmetric positive definite,
(3.6)
T

0 < λmax (RQR ) 6 λmax (Q) by positive definiteness and lemma 3.2
(3.7)
⇐⇒
⇐⇒

1/λmax (RQRT ) > 1/λmax (Q) > 0
T −1

(3.8)

−1

λmin ([RQR ] ) > λmin (Q ) > 0 and so:
(3.9)


−1
uT RQRT
u > λmin ([RQRT ]−1 )uT u > λmin (Q−1 )uT u > 0 by lemma 3.1.
(3.10)

Lemma 3.4 (De Bruijn ([23], Theorem 14.2)). Let S be a symmetric positive definite matrix S ∈ Md , let k be an integer, 1 6 k 6 d, and let R be
an arbitrary k × d matrix then:
λmin (RSRT ) > λmin (S) · λmin (RRT )

(3.11)

Lemma 3.5 (Mean value theorem in several variables). Let S be an open
subset of Rd and let x, y ∈ S such that the line between x and y, γ =
{t · x + (1 − t) · y}, t ∈ [0, 1] also lies in S, i.e. γ ⊆ S. If f : Rd → R is a
continuous function which is differentiable on S then:
f (y) − f (x) = (∇f ((1 − t)x + ty))T (y − x)
for some t ∈ (0, 1).
Proof: Define the function g(t) = f ((1 − t)x + ty). Then, on the one hand,

g is the restriction of f to γ ⊆ S hence differentiable on γ, while on the
other g is a real valued differentiable function of a single real variable, t,
and therefore the univariate MVT asserts that g(1) − g(0) = g 0 (a) for some
a ∈ (0, 1). Then, since g(1) = f (y) and g(0) = f (x), by applying the chain
rule we have g(1)−g(0) = g 0 (a) = (∇f ((1−a)x+ay))T (y−x) = f (y)−f (x)
as required.

